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34 THE MANUFACTURING PROCESS Chapter 2

2.1 Introduction 

Most digital designers will never be confronted with the details of the manufacturing pro-
cess that lies at the core of the semiconductor revolution. Yet, some insight in the steps
that lead to an operational silicon chip comes in quite handy in understanding the physical
constraints that are imposed on a designer of an integrated circuit, as well as the impact of
the fabrication process on issues such as cost. 

In this chapter, we briefly describe the steps and techniques used in a modern inte-
grated circuit manufacturing process. It is not our aim to present a detailed description of
the fabrication technology, which easily deserves a complete course [Plummer00]. Rather
we aim at presenting the general outline of the flow and the interaction between the vari-
ous steps. We learn that a set of optical masks forms the central interface between the
intrinsics of the manufacturing process and the design that the user wants to see trans-
ferred to the silicon fabric. The masks define the patterns that, when transcribed onto the
different layers of the semiconductor material, form the elements of the electronic devices
and the interconnecting wires. As such, these patterns have to adhere to some constraints
in terms of minimum width and separation if the resulting circuit is to be fully functional.
This collection of constraints is called the design rule set, and acts as the contract between
the circuit designer and the process engineer. If the designer adheres to these rules, he gets
a guarantee that his circuit will be manufacturable. An overview of the common design
rules, encountered in modern CMOS processes, will be given. Finally, an overview is
given of the IC packaging options. The package forms the interface between the circuit
implemented on the silicon die and the outside world, and as such has a major impact on
the performance, reliability, longevity, and cost of the integrated circuit.

2.2 Manufacturing CMOS Integrated Circuits

A simplified cross section of a typical CMOS inverter is shown in Figure 2.1. The CMOS
process requires that both n-channel (NMOS) and p-channel (PMOS) transistors be built
in the same silicon material. To accomodate both types of devices, special regions called
wells must be created in which the semiconductor material is opposite to the type of the
channel. A PMOS transistor has to be created in either an n-type substrate or an n-well,
while an NMOS device resides in either a p-type substrate or a p-well. The cross section

Figure 2.1 Cross section of an n-well CMOS process.
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Section 2.2 Manufacturing CMOS Integrated Circuits 35

shown in Figure 2.1 features an n-well CMOS process, where the NMOS transistors are
implemented in the p-doped substrate, and the PMOS devices are located in the n-well.
Increasingly, modern processes are using a dual-well approach that uses both n- and p-
wells, grown on top on a epitaxial layer, as shown in Figure 2.2. We will restrict the
remainder of this discussion to the latter process (without loss of generality).

The CMOS process requires a large number of steps, each of which consists of a
sequence of basic operations. A number of these steps and/or operations are executed very
repetitively in the course of the manufacturing process. Rather than diving directly into a
description of the overall process flow, we first discuss the starting material followed by a
detailed perspective on some of the most-often recurring operations.

2.2.1 The Silicon Wafer

The base material for the manufacturing process comes
in the form of a single-crystalline, lightly doped wafer.
These wafers have typical diameters between 4 and 12
inches (10 and 30 cm, respectively) and a thickness of
at most 1 mm, and are obtained by cutting a single-
crystal ingot into thin slices (Figure 2.3). A starting
wafer of the p--type might be doped around the levels
of 2 × 1021 impurities/m3. Often, the surface of the
wafer is doped more heavily, and a single cristal epitax-
ial layer of the opposite type is grown over the surface
before the wafers are handed to the processing com-
pany. One important metric is the defect density of the
base material. High defect densities lead to a larger
fraction of non-functional circuits, and consequently an
increase in cost of the final product.

Figure 2.2Cross section of modern dual-well CMOS process.
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Figure 2.3 Single-crystal ingot and 
sliced wafers (from [Fullman]).
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36 THE MANUFACTURING PROCESS Chapter 2

2.2.2 Photolithography

In each processing step, a certain area on the chip is masked out using the appropriate opti-
cal mask so that a desired processing step can be selectively applied to the remaining
regions. The processing step can be any of a wide range of tasks including oxidation, etch-
ing, metal and polisilicon deposition, and ion implantation. The technique to accomplish
this selective masking, called photolithography, is applied throughout the manufacturing
process. Figure 2.4 gives a graphical overview of the different operations involved in a
typical photolitographic process. The following steps can be identified:

1. Oxidation layering — this optional step deposits a thin layer of SiO2 over the com-
plete wafer by exposing it to a mixture of high-purity oxygen and hydrogen at ±
1000°C. The oxide is used as an insulation layer and also forms transistor gates. 

2. Photoresist coating — a light-sensitive polymer (similar to latex) is evenly applied
while spinning the wafer to a thickness of approximately 1 µm. This material is
originally soluble in an organic solvent, but has the property that the polymers cross-
link when exposed to light, making the affected regions insoluble. A photoresist of

oxidation

optical
mask

process
step

photoresist coatingphotoresist
removal (ashing)

spin, rinse, dry
acid etch

photoresist 

stepper exposure

development

Figure 2.4 Typical operations in a single 
photolithographic cycle (from [Fullman]).
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this type is called negative. A positive photoresist has the opposite properties; origi-
nally insoluble, but soluble after exposure. By using both positive and negative
resists, a single mask can sometimes be used for two steps, making complementary
regions available for processing. Since the cost of a mask is increasing quite rapidly
with the scaling of technology, a reduction of the number of masks is surely of high
priority.

3. Stepper exposure — a glass mask (or reticle), containing the patterns that we want to
transfer to the silicon, is brought in close proximity to the wafer. The mask is
opaque in the regions that we want to process, and transparent in the others (assum-
ing a negative photoresist). The glass mask can be thought of as the negative of one
layer of the microcircuit. The combination of mask and wafer is now exposed to
ultra-violet light. Where the mask is transparent, the photoresist becomes insoluble.

4. Photoresist development and bake — the wafers are developed in either an acid or
base solution to remove the non-exposed areas of photoresist. Once the exposed
photoresist is removed, the wafer is "soft-baked" at a low temperature to harden the
remaining photoresist.

5. Acid Etching — material is selectively removed from areas of the wafer that are not
covered by photoresist. This is accomplished through the use of many different
types of acid, base and caustic solutions as a function of the material that is to be
removed. Much of the work with chemicals takes place at large wet benches where
special solutions are prepared for specific tasks. Because of the dangerous nature of
some of these solvents, safety and environmental impact is a primary concern. 

6. Spin, rinse, and dry — a special tools (called SRD) cleans the wafer with deionized
water and dries it with nitogen. The microscopic scale of modern semiconductor
devices means that even the smallest particle of dust or dirt can destroy the circuitry.
To prevent this from happening, the processing steps are performed in ultra-clean
rooms where the number of dust particles per cubic foot of air ranges between 1 and
10. Automatic wafer handling and robotics are used whenever possible. This
explains why the cost of a state-of-the-art fabrication facility easily ranges in the
multiple billions of dollars. Even then, the wafers must be constantly cleaned to
avoid contamination, and to remove the left-over of the previous process steps.

7. Various process steps — the exposed area can now be subjected to a wide range of
process steps, such as ion implantation, plasma etching, or metal deposition. These
are the subjects of the subsequent section.

8. Photoresist removal (or ashing) — a high-temperature plasma is used to selectively
remove the remaining photoresist without damaging device layers.

We illustrate the use of the photolitographic process for one specific example, the
patterning of a layer of SiO2, in Figure 2.5. The sequence of process steps shown in the
Figure patterns exactly one layer of the semiconductor material, and may seem very com-
plex. Yet, the reader has to bear in mind that that same sequence patterns the layer of the
complete surface of the wafer. It is hence a very parallel process, transferring hundreds
of millions of patterns to the semiconductor surface simultaneously. The concurrent and
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38 THE MANUFACTURING PROCESS Chapter 2

scalable nature of the optolithographical process is what makes the cheap manufacturing
of complex semiconductor circuits possible, and lies at the core of the economic success
of the semiconductor industry. 

The continued scaling of the minimum feature sizes in integrated circuits puts an
enormous burden on the developer of semiconductor manufacturing equipment. This is
especially true for the optolithographical process. The dimensions of the features to be
transcribed approach the wavelengths of the optical light sources, so that achieving the
necessary resolution and accuracy becomes harder and harder. So far, ingenous ingeneer-
ing has extended the lifetime of this process at least until the 100 nm (or 0.1 µm) process
generation. Beyond that point, other solutions that offer a a finer resolution such as X-ray
or electron-beam may be needed. These techniques, while fully functional, are currently
less attractive from an economic viewpoint.

Si-substrate

Si-substrate Si-substrate

(a) Silicon base material

(b) After oxidation and deposition
of negative photoresist

(c) Stepper exposure

Photoresist

SiO2

UV-light

Patterned
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Figure 2.5 Process steps for patterning of SiO2.
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2.2.3 Some Recurring Process Steps

Diffusion and Ion Implantation

Many steps of the integrated circuit manufacturing process require a chance in the
dopant concentration of some parts of the material. The creation of the source and drain
regions, well and substrate contacts, the doping of the polysilicon, and the adjustments of
the device threshold are examples of such. There exist two approaches for introducing
these dopants—diffusion and ion implantation. In both techniques, the area to doped is
exposed, while the rest of the wafer is coated with a layer of buffer material, typically
SiO2.

In diffusion implantation, the wafers are placed in a quartz tube embedded in a
heated furnace. A gas containing the dopant is introduced in the tube. The high tempera-
tures of the furnace, typically 900 to 1100 °C, cause the dopants to diffuse into the
exposed surface both vertically and horizontally. The final dopant concentration is the
greatest at the surface and decreases in a gaussian profile deeper in the material.

In ion implantation, dopants are introduced as ions into the material. The ion
implantation system directs and sweeps a beam of purified ions over the semiconductor
surface. The acceleration of the ions determines how deep they will penetrate the material,
while the beam current and the exposure time determine the dosage. The ion implantation
method allows for an independent control of depth and dosage. This is the reason that ion
implantation has largely displaced diffusion in modern semiconductor manufacturing. 

Ion implantation has some unfortunate side effects however, the most important one
being lattice damage. Nuclear collisions during the high energy implantation cause the
displacement of substrate atoms, leading to material defects. This problem is largely
resolved by applying a subsequent annealing step, in which the wafer is heated to around
1000°C for 15 to 30 minutes, and then allowed to cool slowly. The heating step thermally
vibrates the atoms, which allows the bonds to reform.

Deposition

Any CMOS process requires the repetitive deposition of layers of a material over
the complete wafer, to either act as buffers for a processing step, or as insulating or con-
ducting layers. We have already discussed the oxidation process, which allows a layer of
SiO2 to be grown. Other materials require different techniques. For instance, silicon
nitride (Si3N4) is used as a sacrificial buffer material during the formation of the field
oxide and the introduction of the stopper implants. This silicon nitride is deposited every-
where using a process called chemical vapor deposition or CVD, which uses a gas-phase
reaction with energy supplied by heat at around 850°C.

Polysilicon, on the other hand, is deposited using a chemical deposition process,
which flows silane gas over the heated wafer coated with SiO2 at a temperature of approx-
imately 650°C. The resulting reaction produces a non-cristalline or amorphous material
called polysilicon. To increase to conductivity of the material, the deposition has to be fol-
lowed by an implantation step.

The Aluminum interconnect layers are typically deployed using a process known as
sputtering. The aluminum is evaporated in a vacuum, with the heat for the evaporation
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delivered by electron-beam or ion-beam bombarding. Other metalic interconnect materials
such as Copper require different deposition techniques.

Etching

Once a material has been deposited, etching is used to selectively form patterns such
as wires and contact holes. The wet etching process was described earlier, and makes use
of acid acid or basic solutions. For instance, hydrofluoric acid buffered with ammonium
fluoride is typically used to etch SiO2.

In recent years, dry or plasma etching has made a lot of inroad. A wafer is placed
into the etch tool's processing chamber and given a negative electrical charge. The cham-
ber is heated to 100°C and brought to a vacuum level of 10 millitorrs, then filled with a
positively charged plasma (usually a mix of nitrogen, chlorine and boron trichloride). The
opposing electrical charges cause the rapidly moving plasma molecules to align them-
selves in a vertical direction, forming a microscopic chemical and physical "sandblasting"
action which removes the exposed material. Plasma etching has the advantage of offering
a well-defined directionality to the etching action, creating patterns with sharp vertical
contours.

Planarization

To reliably deposit a layer of material onto the semiconductor surface, it is essential
that the surface is approximately flat. If no special steps were taken, this would definitely
not be the case in modern CMOS processes, where multiple patterned metal interconnect
layers are superimposed onto each other. Therefore, a chemical-mechanical planarization
(CMP) step is included before the deposition of an extra metal layer on top of the insulat-
ing SiO2 layer. This process uses a slurry compound—a liquid carrier with a suspended
abrasive component such as aluminum oxide or silica—to microscopically plane a device
layer and to reduce the step heights.

2.2.4 Simplified CMOS Process Flow

The gross outline of a potential CMOS process flow is given in Figure 2.6. The process
starts with the definition of the active regions, this is the regions where transistors will be
constructed. All other areas of the die will be covered with a thick layer of silcion dioxide
(SiO2), called the field oxide. This oxide acts as the insulator between neighboring
devices, and is either grown (as in the process of Figure 2.1), or deposited in etched
trenches (Figure 2.2) — hence the name trench insulation. Further insulation is provided
by the addition of a reverse-biased np-diode, formed by adding an extra p+ region, called
the channel-stop implant (or field implant) underneat the field oxide. Next, lightly doped
p- and n-wells are formed through ion implantation. To construct an NMOS transistor in a
p-well, heavily doped n-type source and drain regions are implanted (or diffused) into the
lightly doped p-type substrate. A thin layer of SiO2, called the gate oxide, separates the
region between the source and drain, and is itself covered by conductive polycrystalline
silicon (or polysilicon, for short). The conductive material forms the gate of the transistor.
PMOS transistors are constructed in an n-well in a similar fashion (just reverse n’s and
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p’s). Multiple insulated layers of metalic (most often Aluminum) wires are deposited on
top of these devices to provide for the necessary interconnections between the transistors.

A more detailed breakdown of the flow into individual process steps and their
impact on the semiconductor material is shown graphically in Figure 2.7.  While most of
the operations should be self-explanatory in light of the previous descriptions, some com-
ments on individual operations are worthwhile. The process starts with a p-substrate sur-
faced with a lightly doped p-epitaxial layer (a). A thin layer of SiO2 is deposited, which
will serve as the gate oxide for the transistors, followed by a deposition of a thicker sacri-
ficial silicon nitride layer (b). A plasma etching step using the complimentary of the active
area mask creates the trenches, used for insulating the devices (c). After providing the
channel stop implant, the trenches are filled with SiO2 followed by a nyumber of steps to
provide a flat surface (including inverse active pattern oxide etching, and chemical-
mechanical planarization). At that point, the sacrificial nitride is removed (d). The n-well
mask is used to expose only the n-well areas (the rest of the wafer is covered by a thich
buffer material), after whihc an implant-annealing sequence is applied to adjust the well-
doping. This is followed by a second implant step to adjust the threshold voltages of the
PMOS transistors. This implant only impacts the doping in the area just below the gate
oxide (e). Similar operations (using other dopants) are performed to created the p-wells,
and to adjust the thresholds of the NMOS transistors (f). A thin layer of polysilicon is
chemically deposited, and patterned with the aid of the polysilicon mask. Polysilicon is
used both as gate electrode material for the transistors as well as an interconnect medium
(g). Consecutive ion implantations are used to dope the source and drain regions of the
PMOS (p+) and NMOS (n+) transistors, respectively (h), after which the thin gate oxide
not covered by the polysilicon is etched away1. The same implants are also use to dope the

1 Most modern processes also include extra implants for the creation of the lightly-doped drain regions
(LDD), and the creation of gate spacers at this point. We have omitted these for the sake of simplicity.

Implant well regions

Deposit and pattern
polysilicon layer

Implant source and drain
regions and substrate contacts

Create contact and via windows
Deposit and pattern metal layers

Figure 2.6 Simplified process sequence for the manufacturing of a n-
dual-well CMOS circuit.

Define active areas
Etch and fill trenches
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(g) After polysilicon deposition
and etch

(h) After n+ source/drain and
p+ source/drain implants. These

poly(silicon)

p+n+

steps also dope the polysilicon.

(i) After deposition of SiO2
insulator and contact hole etch.
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(j) After deposition and 
patterning of first Al layer.
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(k) After deposition of SiO2
insulator, etching of via’s,
deposition and patterning of
second layer of Al.
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Figure 2.7 Process flow for the fabrication of an NMOS and a PMOS transistor in a dual-well CMOS process. Be
aware that the drawings are stylized for understanding, and that the aspects ratios are not proportioned to reality.
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polysilion on the surface, reducing its resistivity. Undoped polysilicon has a very high
resistivity. Note that the polysilicon gate , which is patterned before the doping, actually
defines the precise location of the channel region, and hence the location of the source and
drain regions. This procedure allows for a very precise positioning of the two regions rela-
tive to the gate, and hence is called the self-aligned process. The process continues with
the deposition of the metalic interconnect layers. These consists of a repition of the fol-
lowing steps (i-k): deposition of the insulating material (most often Si02), etching of the
contact or via holes, deposition of the metal (most often Aluminum, although Tungsten is
often used for the lower layers), and patterning of the metal. Intermediate planarization
steps ensure that the surface remains reasonable flat, even in the presence of multiple
interconnect layers. After the last level of metal is deposited, a final passivation or over-
glass is deposited for protection. The layer would be CVD SiO2, although often an addi-
tional layer of nitride is deposited as it is more impervious to moisture. The final
processing step is to etch openings to the pads used for bonding. 

A cross-section of the final artifact is shown in Figure 2.8. Observe how the transis-
tors occupy only a small fraction of the total height of the structure. The interconnect lay-
ers take up the majority of the vertical dimension.

2.3 Design Rules — The Contract between Designer and Process Engineer

As processes become more complex, requiring the designer to understand the intricacies
of the fabrication process and interpret the relations between the different masks is a sure
road to trouble. The goal of defining a set of design rules is to allow for a ready translation
of a circuit concept into an actual geometry in silicon. The design rules act as the interface
or even the contract between the circuit designer and the process engineer. 

Circuit designers in general want tighter, smaller designs, which lead to higher per-
formance and higher circuit density. The process engineer, on the other hand, wants a
reproducible and high-yield process. Design rules are, consequently, a compromise  that
attempts to satisfy both sides.

Figure 2.8 Cross-section of state-of-the-art 
CMOS process.

transistor
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The design rules provide a set of guidelines for constructing the various masks
needed in the patterning process. They consist of minimum-width and minimum-spacing
constraints and requirements between objects on the same or on different layers.

The fundamental unity in the definition of a set of design rules is the minimum line
width. It stands for the minimum mask dimension that can be safely transferred to the
semiconductor material. In general, the minimum line width is set by the resolution of the
patterning process, which is most commonly based on optical lithography. More advanced
approaches use electron-beam or X-ray sources that offer a finer resolution, but are less
attractive from an economical viewpoint.

Even for the same minimum dimension, design rules tend to differ from company to
company, and from process to process. This makes porting an existing design between dif-
ferent processes a time-consuming task. One approach to address this issue is to use
advanced CAD techniques, which allow for migration between compatible processes.
Another approach is to use scalable design rules. The latter approach, made popular by
Mead and Conway [Mead80], defines all rules as a function of a single parameter, most
often called λ. The rules are chosen so that a design is easily ported over a cross section of
industrial processes. Scaling of the minimum dimension is accomplished by simply
changing the value of λ. This results in a linear scaling of all dimensions. For a given pro-
cess, λ is set to a specific value, and all design dimensions are consequently translated into
absolute numbers. Typically, the minimum line width of a process is set to 2λ. For
instance, for a 0.25 µm process (i.e., a process with a minimum line width of 0.25 µm), λ
equals 0.125 µm. 

This approach, while attractive, suffers from some disadvantages: 

1. Linear scaling is only possible over a limited range of dimensions (for instance,
between 0.25 µm and 0.15 µm). When scaling over larger ranges, the relations
between the different layers tend to vary in a nonlinear way that cannot be ade-
quately covered by the linear scaling rules.

2. Scalable design rules are conservative. As they represent a cross section over differ-
ent technologies, they have to represent the worst-case rules for the whole set. This
results in overdimensioned and less-dense designs.

For these reasons, scalable design rules are normally avoided by industry. As circuit den-
sity is a prime goal in industrial designs, most semiconductor companies tend to use
micron rules, which express the design rules in absolute dimensions and can therefore
exploit the features of a given process to a maximum degree. Scaling and porting designs
between technologies under these rules is more demanding and has to be performed either
manually or using advanced CAD tools.

For this textbook, we have selected a “vanilla” 0.25 µm CMOS process as our pre-
ferred implementation medium. The rest of this section is devoted to a short introduction
and overview of the design rules of this process, which fall in the micron-rules class. A
complete design-rule set consists of the following entities: a set of layers, relations
between objects on the same layer, and relations between objects on different layers. We
discuss each of them in sequence.

chapter2.fm  Page 45  Monday, September 4, 2000  11:11 AM



46 THE MANUFACTURING PROCESS Chapter 2

Layer Representation

The layer concept translates the intractable set of masks currently used in CMOS into a
simple set of conceptual layout levels that are easier to visualize by the circuit designer.
From a designer’s viewpoint, all CMOS designs are based on the following entities:

• Substrates and/or wells, being p-type (for NMOS devices) and n-type (for PMOS)

• Diffusion regions (n+ and p+) defining the areas where transistors can be formed.
These regions are often called the active areas. Diffusions of an inverse type are
needed to implement contacts to the wells or to the substrate. These are called select
regions.

• One or more polysilicon layers, which are used to form the gate electrodes of the
transistors (but serve as interconnect layers as well).

• A number of metal interconnect layers.

• Contact and via layers to provide interlayer connections.

A layout consists of a combination of polygons, each of which is attached to a certain
layer. The functionality of the circuit is determined by the choice of the layers, as well as
the interplay between objects on different layers. For instance, an MOS transistor is
formed by the cross section of the diffusion layer and the polysilicon layer. An intercon-
nection between two metal layers is formed by a cross section between the two metal lay-
ers and an additional contact layer. To visualize these relations, each layer is assigned a
standard color (or stipple pattern for a black-and-white representation). The different lay-
ers used in our CMOS process are represented in Colorplate 1 (color insert). 

Intralayer Constraints

A first set of rules defines the minimum dimensions of objects on each layer, as well as the
minimum spacings between objects on the same layer. All distances are expressed in µm.
These constraints are presented in a pictorial fashion in Colorplate 2.

Interlayer Constraints

These rules tend to be more complex. The fact that multiple layers are involved makes it
harder to visualize their meaning or functionality. Understanding layout requires the capa-
bility of translating the two-dimensional picture of the layout drawing into the three-
dimensional reality of the actual device. This takes some practice.

We present these rules in a set of separate groupings. 

1. Transistor Rules (Colorplate 3). A transistor is formed by the overlap of the active
and the polysilicon layers. From the intralayer design rules, it is already clear that
the minimum length of a transistor equals 0.24 µm (the minimum width of polysili-
con), while its width is at least 0.3 µm (the minimum width of diffusion). Extra rules
include the spacing between the active area and the well boundary, the gate overlap
of the active area, and the active overlap of the gate.
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2. Contact and Via Rules (Colorplates 2 and 4). A contact (which forms an intercon-
nection between metal and active or polysilicon) or a via (which connects two metal
layers) is formed by overlapping the two interconnecting layers and providing a
contact hole, filled with metal, between the two. In our process, the minimum size of
the contact hole is 0.3 µm, while the polysilicon and diffusion layers have to extend
at least over 0.14 µm beyond the area of the contact hole. This sets the minimum
area of a contact to 0.44 µm × 0.44 µm. This is larger than the dimensions of a min-
imum-size transistor! Excessive changes between interconnect layers are thus to be
avoided. The figure, furthermore, points out the minimum spacings between contact
and via holes, as well as their relationship with the surrounding layers.

Well and Substrate Contacts (Colorplate 5). For robust digital circuit design, it is
important for the well and substrate regions to be adequately connected to the supply volt-
ages. Failing to do so results in a resistive path between the substrate contact of the transis-
tors and the supply rails, and can lead to possibly devastating parasitic effects, such as
latchup. It is therefore advisable to provide numerous substrate (well) contacts spread over
the complete region. To establish an ohmic contact between a supply rail, implemented in
metal1, and a p-type material, a p+ diffusion region must be provided. This is enabled by
the select layer, which reverses the type of diffusion. A number of rules regarding the use
of the select layer are illustrated in Colorplate 5. 

Consider an n-well process, which implements the PMOS transistors into an n-type
well diffused in a p-type material. The nominal diffusion is p+. To invert the polarity of the
diffusion, an n-select layer is provided that helps to establish the n+ diffusions for the well-
contacts in the n-region as well as the n+ source and drain regions for the NMOS transis-
tors in the substrate.

Verifying the Layout

Ensuring that none of the design rules is violated is a fundamental requirement of the
design process. Failing to do so will almost surely lead to a nonfunctional design. Doing
so for a complex design that can contain millions of transistors is no sinecure, especially
when taking into account the complexity of some design-rule sets. While design teams
used to spend numerous hours staring at room-size layout plots, most of this task is now
done by computers. Computer-aided Design-Rule Checking (called DRC) is an integral
part of the design cycle for virtually every chip produced today. A number of layout tools
even perform on-line DRC and check the design in the background during the time of con-
ception.

Example 2.1 Layout Example

An example of a complete layout containing an inverter is shown in Figure 2.9. To help
the visualization process, a vertical cross section of the process along the design center is
included as well as a circuit schematic. 

It is left as an exercise for the reader to determine the sizes of both the NMOS and
the PMOS transistor.
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2.4 Packaging Integrated Circuits

The IC package plays a fundamental role in the operation and performance of a compo-
nent. Besides providing a means of bringing signal and supply wires in and out of the sili-
con die, it also removes the heat generated by the circuit and provides mechanical support.
Finally, its also protects the die against environmental conditions such as humidity.

The packaging technology furthermore has a major impact on the performance and
power-dissipation of a microprocessor or signal processor. This influence is getting more
pronounced as time progresses by the reduction in internal signal delays and on-chip
capacitance as a result of technology scaling. Up to 50% of the delay of a high-perfor-
mance computer is currently due to packaging delays, and this number is expected to rise.
The search for higher-performance packages with fewer inductive or capacitive parasitics
has accelerated in recent years. 

A A′

n
p-substrate Field

oxidep+n+

Figure 2.9 A detailed layout example, including vertical process cross section and circuit diagram. 
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(c) Circuit diagram

A A′
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The increasing complexity of what can be integrated on a single die also translates into a
need for ever more input-output pins, as the number of connections going off-chip tends to
be roughly proportional to the complexity of the circuitry on the chip. This relationship
was first observed by E. Rent of IBM (published in [Landman71]), who translated it into
an empirical formula that is appropriately called Rent’s rule. This formula relates the num-
ber of input/output pins to the complexity of the circuit, as measured by the number of
gates. 

(2.1)

where K is the average number of I/Os per gate, G the number of gates, β the Rent expo-
nent, and P the number of I/O pins to the chip. β varies between 0.1 and 0.7. Its value
depends strongly upon the application area, architecture, and organization of the circuit, as
demonstrated in Table 2.1. Clearly, microprocessors display a very different input/output
behavior compared to memories. 

The observed rate of pin-count increase for integrated circuits varies between 8% to
11% per year, and it has been projected that packages with more than 2000 pins will be
required by the year 2010. For all these reasons, traditional dual-in-line, through-hole
mounted packages have been replaced by other approaches such as surface-mount, ball-
grid array, and multichip module techniques. It is useful for the circuit designer to be
aware of the available options, and their pros and cons.

Due to its multifunctionality, a good package must comply with a large variety of
requirements. 

• Electrical requirements—Pins should exhibit low capacitance (both interwire and
to the substrate), resistance, and inductance. A large characteristic impedance
should be tuned to optimize transmission line behavior. Observe that intrinsic inte-
grated-circuit impedances are high.

• Mechanical and thermal properties—The heat-removal rate should be as high as
possible. Mechanical reliability requires a good matching between the thermal prop-
erties of the die and the chip carrier. Long-term reliability requires a strong connec-
tion from die to package as well as from package to board.

• Low Cost—Cost is always one of the more important properties. While ceramics
have a superior performance over plastic packages, they are also substantially more
expensive. Increasing the heat removal capacity of a package also tends to raise the

Table 2.1 Rent’s constant for various classes of systems ([Bakoglu90])

Application β K

Static memory 0.12 6

Microprocessor 0.45 0.82

Gate array 0.5 1.9

High-speed computer (chip) 0.63 1.4

High-speed computer (board) 0.25 82

P K Gβ×=
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package cost. For instance, chips dissipating over 50 W require special heat sink
attachments. Even more extreme techniques such as fans and blowers, liquid cool-
ing hardware, or heat pipes, are needed for higher dissipation levels. 
Packing density is a major factor in reducing board cost. The increasing pin count
either requires an increase in the package size or a reduction in the pitch between the
pins. Both have a profound effect on the packaging economics.

Packages can be classified in many different ways —by their main material, the
number of interconnection levels, and the means used to remove heat. In this short section,
we can only glance briefly at each of those issues.

2.4.1 Package Materials

The most common materials used for the package body are ceramic and polymers (plas-
tics). The latter have the advantage of being substantially cheaper, but suffer from inferior
thermal properties. For instance, the ceramic Al2O3 (Alumina) conducts heat better than
SiO2 and the Polyimide plastic, by factors of 30 and 100 respectively. Furthermore, its
thermal expansion coefficient is substantially closer to the typical interconnect metals.
The disadvantage of alumina and other ceramics is their high dielectric constant, which
results in large interconnect capacitances.

2.4.2 Interconnect Levels

The traditional packaging approach uses a two-level interconnection strategy. The die is
first attached to an individual chip carrier or substrate. The package body contains an
internal cavity where the chip is mounted. These cavities provide ample room for many
connections to the chip leads (or pins). The leads compose the second interconnect level
and connect the chip to the global interconnect medium, which is normally a PC board.
Complex systems contain even more interconnect levels, since boards are connected
together using backplanes or ribbon cables. The first two layers of the interconnect hierar-
chy are illustrated in the drawing of Figure 2.10.

This deep hierarchy of interconnect levels is becoming unacceptable in today’s
complex designs with their higher levels of integration, large signal counts, and increased
performance requirements. The trend is toward reducing the number of levels. In the

Figure 2.10 Interconnect hierarchy in traditional IC 
packaging.
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future, improved manufacturing, design, and testing capabilities will make it possible to
integrate a complex computer system with all its peripherals on a single piece of semicon-
ductor. For the time being, attention is focused on the elimination of the first level in the
packaging hierarchy. Instead of housing dies in individual packages, they are mounted
directly on the interconnect medium or board. This packaging approach is called the mul-
tichip module technique (or MCM), and results in a substantial increase in packing density
as well as improved performance. The following sections provide a brief overview of the
interconnect techniques used at levels one and two of the interconnect hierarchy, followed
by a short discussion of the MCM technology.

Interconnect Level 1 —Die-to-Package-Substrate

For a long time, wire bonding was the technique of choice to provide an electrical connec-
tion between die and package. In this approach, the backside of the die is attached to the
substrate using glue with a good thermal conductance. Next, the chip pads are individually
connected to the lead frame with aluminum or gold wires. The wire-bonding machine use
for this purpose operates much like a sewing machine. An example of wire bonding is
shown in Figure 2.11. Although the wire-bonding process is automated to a large degree,
it has some major disadvantages. 

1. Wires must be attached serially, one after the other. This leads to longer manufactur-
ing times with increasing pin counts. 

2. Larger pin counts make it substantially more challenging to find bonding patterns
that avoid shorts between the wires. 

3. Bonding wires have inferior electrical properties, such as a high individual induc-
tance (5 nH or more) and mutual inductance with neighboring signals. 

4. The exact value of the parasitics is hard to predict because of the manufacturing
approach and irregular outlay.

New attachment techniques are being explored as a result of these deficiencies. In
one approach, called Tape Automated Bonding (or TAB), the die is attached to a metal
lead frame that is printed on a polymer film (typically polyimide) (Figure 2.12a). The con-
nection between chip pads and polymer film wires is made using solder bumps (Figure
2.12b). The tape can then be connected to the package body using a number of techniques.
One possible approach is to use pressure connectors.

Figure 2.11 Wire bonding.
Lead frame

Substrate

Die

Pad

Bonding wire

chapter2.fm  Page 51  Monday, September 4, 2000  11:11 AM



52 THE MANUFACTURING PROCESS Chapter 2

The advantage of the TAB process is that it is highly automated. The sprockets in
the film are used for automatic transport. All connections are made simultaneously. The
printed approach helps to reduce the wiring pitch, which results in higher lead counts.
Elimination of the long bonding wires improves the electrical performance. For instance,
for a two-conductor layer, 48 mm TAB Circuit, the following electrical parameters hold: L
≈ 0.3–0.5 nH, C ≈ 0.2–0.3 pF, and R ≈ 50–200 Ω [Doane93, p. 420].

Another approach is to flip the die upside-down and attach it directly to the substrate
using solder bumps. This technique, called flip-chip mounting, has the advantage of a
superior electrical performance (Figure 2.13). Instead of making all the I/O connections
on the die boundary, pads can be placed at any position on the chip. This can help address
the power- and clock-distribution problems, since the interconnect materials on the sub-
strate (e.g., Cu or Au) are typically of a better quality than the Al on the chip.

Interconnect Level 2—Package Substrate to Board

When connecting the package to the PC board, through-hole mounting has been the pack-
aging style of choice. A PC board is manufactured by stacking layers of copper and insu-
lating epoxy glass. In the through-hole mounting approach, holes are drilled through the
board and plated with copper. The package pins are inserted and electrical connection is
made with solder (Figure 2.14a). The favored package in this class was the dual-in-line
package or DIP (Figure 2.15a). The packaging density of the DIP degrades rapidly when
the number of pins exceeds 64. This problem can be alleviated by using the pin-grid-array

Figure 2.12 Tape-automated bonding (TAB).(a) Polymer tape with imprinted wiring pattern

(b) Die attachment using solder bumps

Substrate

Die

Solder bumpFilm + Pattern
Sprocket
hole

Polymer film

Lead
frame
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pads

Figure 2.13 Flip-chip bonding.
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(PGA) package that has leads on the entire bottom surface instead of only on the periphery
(Figure 2.15b). PGAs can extend to large pin counts (over 400 pins are possible). 

The through-hole mounting approach offers a mechanically reliable and sturdy con-
nection. However, this comes at the expense of packaging density. For mechanical rea-
sons, a minimum pitch of 2.54 mm between the through-holes is required. Even under
those circumstances, PGAs with large numbers of pins tend to substantially weaken the
board. In addition, through-holes limit the board packing density by blocking lines that
might otherwise have been routed below them, which results in longer interconnections.
PGAs with large pin counts hence require extra routing layers to connect to the multitudes
of pins. Finally, while the parasitic capacitance and inductance of the PGA are slightly
lower than that of the DIP, their values are still substantial (Table 2.2). 

Many of the shortcomings of the through-hole mounting are solved by using the
surface-mount technique. A chip is attached to the surface of the board with a solder con-
nection without requiring any through-holes (Figure 2.14b). Packing density is increased
for the following reasons: (1) through-holes are eliminated, which provides more wiring
space; (2) the lead pitch is reduced; and (3) chips can be mounted on both sides of the
board. In addition, the elimination of the through-holes improves the mechanical strength
of the board. On the negative side, the on-the-surface connection makes the chip-board
connection weaker. Not only is it cumbersome to mount a component on a board, but also
more expensive equipment is needed, since a simple soldering iron will not do anymore.

Figure 2.14 Board-mounting approaches.

(a) Through-hole mounting (b) Surface mount

Figure 2.15 An overview of commonly used package types.

1 Bare die
2 DIP
3 PGA
4 Small-outline IC
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Finally, testing of the board is more complex, because the package pins are no longer
accessible at the backside of the board. Signal probing becomes hard or even impossible.

A variety of surface-mount packages are currently in use with different pitch and
pin-count parameters. Three of these packages are shown in Figure 2.15: the small-outline
package with gull wings, the plastic leaded package (PLCC) with J-shaped leads, and the
leadless chip carrier. An overview of the most important parameters for a number of
packages is given in Table 2.2.

Even surface-mount packaging is unable to satisfy the quest for evermore higher
pin-counts. When more than 300 I/O connections are needed, solder balls replace pins as
the preferred interconnect medium between package and board. An example of such a
packaging approach, called ceramic ball grid array (BGA), is shown in . Solder bumps are
used to connect both the die to the package substrate, and the package to the board. The
area array interconnect of the BGA provides constant input/output density regardless of
the number of total package I/O pins. A minimum pitch between solder balls of as low as
0.8 mm can be obtained, and packages with multiple 1000’s of I/O signals are feasible.

Multi-Chip Modules—Die-to-Board

Eliminating one layer in the packaging hierarchy by mounting the die directly on the wir-
ing backplanes—board or substrate—offers a substantial benefit when performance or
density is a major issue. A number of the previously mentioned die-mounting techniques

Table 2.2 Parameters of various types of chip carriers. 

Package type 
Lead spacing

 (Typical)
Lead count

 (Maximum)

Dual-in-line 2.54 mm 64

Pin grid array 2.54 mm > 300

Small-outline IC 1.27 mm 28

Leaded chip carrier (PLCC) 1.27 mm 124

Leadless chip carrier 0.75 mm 124

Lid
Thermal

Chip
Flip-chipgrease
solder joints

Ceramic base

Board

Solder ball

Figure 2.16 Ball grid array packaging; (a) cross-section, (b) photo of package bottom

(b)(a)
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can be adapted to mount dies directly on the substrate. This includes wire bonding, TAB,
and flip-chip, although the latter two are preferable. The substrate itself can vary over a
wide range of materials, depending upon the required mechanical, electrical, thermal, and
economical requirements. Materials of choice are epoxy substrates (similar to PC boards),
metal, ceramics, and silicon. Silicon has the advantage of presenting a perfect match in
mechanical and thermal properties with respect to the die material. 

The main advantages of the MCM approach are the increased packaging density and
performance. An example of an MCM module implemented using a silicon substrate
(commonly dubbed silicon-on-silicon) is shown in Figure 2.17. The module, which imple-
ments an avionics processor module and is fabricated by Rockwell International, contains
53 ICs and 40 discrete devices on a 2.2″ × 2.2″ substrate with aluminum polyimide inter-
connect. The interconnect wires are only an order of magnitude wider than what is typical
for on-chip wires, since similar patterning approaches are used. The module itself has 180
I/O pins. Performance is improved by the elimination of the chip-carrier layer with its
assorted parasitics, and through a reduction of the global wiring lengths on the die, a result
of the increased packaging density. For instance, a solder bump has an assorted capaci-
tance and inductance of only 0.1 pF and 0.01 nH respectively. The MCM technology can
also reduce power consumption significantly, since large output drivers—and associated
dissipation—become superfluous due to the reduced load capacitance of the output pads.
The dynamic power associated with the switching of the large load capacitances is simul-
taneously reduced.

While MCM technology offers some clear benefits, its main disadvantage is eco-
nomic. This technology requires some advanced manufacturing steps that make the pro-
cess expensive. The approach is only justifiable when either dense housing or extreme
performance is essential. In the near future, this argument might become obsolete as

Figure 2.17 Avionics processor module. Courtesy of Rockwell International.
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MCM approaches proliferate; for example, some of the more advanced microprocessors,
such as the Intel P6 (Pentium Pro), employ MCM technology.

2.4.3 Thermal Considerations in Packaging

As the power consumption of integrated circuits rises, it becomes increasingly important
to efficiently remove the heat generated by the chips. A large number of failure mecha-
nisms in ICs are accentuated by increased temperatures. Examples are leakage in reverse-
biased diodes, electromigration, and hot-electron trapping. To prevent failure, the temper-
ature of the die must be kept within certain ranges. The supported temperature range for
commercial devices during operation equals 0° to 70°C. Military parts are more demand-
ing and require a temperature range varying from –55° to 125°C.

The cooling effectiveness of a package depends upon the thermal conduction of the
package material, which consists of the package substrate and body, the package composi-
tion, and the effectiveness of the heat transfer between package and cooling medium.
Standard packaging approaches use still or circulating air as the cooling medium. The
transfer efficiency can be improved by adding finned metal heat sinks to the package.
More expensive packaging approaches, such as those used in mainframes or supercomput-
ers, force air, liquids, or inert gases through tiny ducts in the package to achieve even
greater cooling efficiencies. 

As an example, a 40-pin DIP has a thermal resistance of 38 °C/W and 25 °C/W for
natural and forced convection of air. This means that a DIP can dissipate 2 watts (3 watts)
of power with natural (forced) air convection, and still keep the temperature difference
between the die and the environment below 75 °C. For comparison, the thermal resistance
of a ceramic PGA ranges from 15 ° to 30 °C/W.

Since packaging approaches with decreased thermal resistance are prohibitively
expensive, keeping the power dissipation of an integrated circuit within bounds is an eco-
nomic necessity. The increasing integration levels and circuit performance make this task
nontrivial. An interesting relationship in this context has been derived by Nagata
[Nagata92]. It provides a bound on the integration complexity and performance as a func-
tion of the thermal parameters

(2.2)

where NG is the number of gates on the chip, tp the propagation delay, ∆T the maximum
temperature difference between chip and environment, θ the thermal resistance between
them, and E the switching energy of each gate. 

Example 2.2 Thermal Bounds On Integration

For ∆T = 100 °C, θ = 2.5 °C/W and E = 0.1 pJ, this results in NG/tp ≤ 4 × 105 (gates/nsec). In
other words, the maximum number of gates on a chip, when all gates are operating simulta-
neously, must be less than 400,000 if the switching speed of each gate is 1 nsec. This is equiv-
alent to a power dissipation of 40 W.

NG

tp
------- T∆

θE
-------≤
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Fortunately, not all gates are operating simultaneously in real systems. The maxi-
mum number of gates can be substantially larger, based on the activity in the circuit. For
instance, it was experimentally derived that the ratio between the average switching period
and the propagation delay ranges from 20 to 200 in mini- and large-scale computers
[Masaki92]. 

Nevertheless, Eq. (2.2) demonstrates that heat dissipation and thermal concerns
present an important limitation on circuit integration. Design approaches for low power
that reduce either E or the activity factor are rapidly gaining importance.

2.5 Perspective — Trends in Process Technology

Modern CMOS processes pretty much track the flow described in the previous sections
although a number of the steps might be reversed, a single well approach might be fol-
lowed, a grown field oxide instead of the trench approach might be used, or extra steps
such as LDD (Lightly Doped Drain) might be introduced. Also, it is quite common to
cover the polysilicon interconnections as well as the drain and source regions with a sili-
cide such as TiSi2 to improve the conductivity (see Figure 2.2). This extra operation is
inserted between steps i and j of our process. Some important modifications or improve-
ments to the technology are currently under way or are on the horizon, and deserve some
attention. Beyond these, it is our belief that no dramatic changes, breaking away from the
described CMOS technology, must be expected in the next decade.

2.5.1 Short-Term Developments

Copper and Low-k Dielectrics

A recurring theme in this text book will be the increasing impact of interconnect on the
overall design performance. Process engineers are continuously evaluating alternative
options for the traditional ‘Aluminum conductor—SiO2 insulator’ combination that has
been the norm for the last decades. In 1998, engineers at IBM introduced an approach that
finally made the use of Copper as an interconnect material in a CMOS process viable and
economical [IEEESpectrum98]. Copper has the advantage of have a resistivity that is sub-
stantially lower than Aluminum. Yet it has the disadvantage of easy diffusion into silicon,
which degrades the characteristics of the devices. Coating the copper with a buffer mate-
rial such as Titanium Nitride, preventing the diffusion, addresses this problem, but
requires a special depositon process. The Dual Damascene process, introduced by IBM,
(Figure 2.18) uses a metallization approach that fills trenches etched into the insulator, fol-
lowed by a chemical-mechnical polishing step. This is in contrast with the the traditional
approach that first deposits a full metal layer, and removes the redundant materail through
etching.

In addition to the lower resistivity interconnections, insulator materials with a lower
dielectric constant than SiO2 —and hence lower capacitance— have also found their way
into the production process starting with the 0.18 µm CMOS process generation,. 
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Silicon-on-Insulator

While having been around for quite a long time, there seems to be a good chance that Sili-
con-on-Insulator (SOI) CMOS might replace the traditional CMOS process, described in
the previous sections (also known as the bulk CMOS process). The main difference lies in
the start material: the transistors are constructed in a very thin layer of silicon, deposited
on top of a thick layer of insulating SiO2 (Figure 2.19). The primary advantages of the SOI
process are reduced parasitics and better on-off characteristics. It has, for instance, been
demonstrated by researchers at IBM that the simple porting of a design from a bulk
CMOS to an SOI process —leaving all other design and process parameters such as chan-
nel length and oxide thickness identical— yields a performance improvement of 22%
[Allen99]. Preparing a high quality SOI substrate at an economical cost was long the main
hindrance against a large-scale introduction of the process. This picture has changed at the
end of the nineties, and SOI is steadily moving into the mainstream.

2.5.2 In the Longer Term

Extending the life of CMOS technology beyond the next decade, and deeply below the
100 nm channel length region however will require re-engineering of both the process
technology and the device structure. While projecting what approaches will dominate in
that era equals resorting to crystal-ball gazing, some interesting developments are worth
mentioning.

Figure 2.18 
The damascene process (from IEEESpectrum98]): 
process steps (a), and microphotograph of interconnect after 
removal of insulator (b)

(a) (b)
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Vertical Transistors

Even while the addition of of many metal layers has turned the integrated circuit into a
truly three-dimensional artifact, the transistor itself is still mostly laid out in a horizontal
plane. This forces the device designer to jointly optimize packing density and performance
parameters. By rotating the device so that the drain ends up on top, and the source at the
bottom, these concerns are separated: packing density still is dominated by horizontal
dimensions, while performance issues are mostly determined by vertical spacings (Figure
2.20). Operational devices of this type have been fabricated with channel lenghts substan-
tially below 0.1 µm. [LucentRef].

Truly Three-Dimensional Integrated Circuits

Getting signals in and out of the computation elements in a timely fashion is one of the
main challenges presented by the continued increase in integration density. One way to
address this problem is to introduce extra active layers, and to sandwitch them in-between
the metal interconnect layers (Figure 2.21). This enables us to position high density mem-
ory on top of the logic processors implemented in the bulk CMOS, reducing the distance
between computation and storage, and hence also the delay [Saraswat00]. In addition,

Gate
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n+n+ tSi
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Figure 2.19 Silicon-on-insulator process— schematic diagram (a) and SEM cross-section (b).
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Figure 2.20 Vertical transistor with dual gates. The photo on the right shows an enlarged view of the channel area.
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devices with different voltage, performance, or substrate material requirements can be
placed in different layers. For instance, the top active layer can be reserved for the realiza-
tion of optical transceivers, which may help to address the input/output and the long dis-
tance interconnect problems of todays IC’s. 

While this approach may seem to be promising, a number of major challenges and
hindrances have to be resolved to make it really viable. How to remove the dissipated heat
is one of the compelling questions. Ensuring yield is another one. Yet, researchers are
demonstrating major progress, and 3D integration might very well be on the horizon.
Before the true solution arrives, we might have to rely on some intermediate approaches.
One alternative, called 2.5D integeration, is to bond two fully processed wafers, on which
circuits are fabricated on the surface such that the chips completely overlap. Vias are
etched to electrically connect both chips after metallization. The advantages of this tech-
nology lie in the similar electrical properties of devices on all active levels and the inde-
pendence of processing temperature since all chips can be fabricated separately and later
bonded. The major limitation of this technique is its lack of precision (best case alignment
+/- 2 µm), which restricts the inter-chip communication to global metal lines. 

One picture that strongly emerges from these futuristic devices is that the line
between chip, substrate, package, and board is blurring, and that designers of these sys-
tems-on-a-die will have to consider all these aspects simultaneously.

2.6 Summary

This chapter has presented an a birds-eye view on issues regarding the manufacturing and
packaging of CMOS integrated circuits.

• The manufacturing process of integrated circuits require a large number of steps,
each of which consists of a sequence of basic operations. A number of these steps
and/or operations, such as photolithograpical exposure and development, material
deposition, and etching, are executed very repetitively in the course of the manufac-
turing process.

Bulk
n+/p+ n+/p+

n+/p+n+/p+

optical device

T1 - Logic

M1

M2

T2 - High Density Memory

M3

M4

M5

M6

T3 - Opticial Interconnect

Figure 2.21 Example of true 3D integration. Extra 
active layers (T*), implementing high density memory 
and I/O, are sandwitched between the metal 
interconnect layers (M*).
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• The optical masks forms the central interface between the intrinsics of the manufac-
turing process and the design that the user wants to see transferred to the silicon fab-
ric. 

• The design rules set define the constraints n terms of minimum width and separation
that the IC design has to adhere to if the resulting circuit is to be fully functional.
This design rules acts as the contract between the circuit designer and the process
engineer.

• The package forms the interface between the circuit implemented on the silicon die
and the outside world, and as such has a major impact on the performance, reliabil-
ity, longevity, and cost of the integrated circuit.

2.7 To Probe Further

Many textbooks on semiconductor manufacturing have been published over the kast few
decades. An excellent overview of the state-of-the-art in CMOS manufactuirng can be
found in the “Silicon VLSI Technology” book by J. Plummer, M. Deal, and P. Griffin
[Plummer2000]. Other sources for information are the IEEE Transactions on Electron
Devices, and the Technical Digest of the IEDM conference.
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